Basic Sound Editing with Audacity
Introduction: Audacity is a basic sound editing program that you can use to record, edit and output sound clips in any one of a dozen different formats.  This tutorial will cover recording a sound from a microphone, selecting the bits you want, basic amplitude correction and output to mp3 format suitable for voice work.
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Basic sound concepts: The sounds that we hear are actually a series of compressed/rarified areas in air that travel to our ears.  This series can be handled as a wave: most people have seen pictures of these waves.  For an example, here is the author saying the letter “A” shown as a wave.  You’ll note that it looks like the peaks are fairly evenly spaced: this is the pitch of sound made. Pitch (or frequency) is measured in Hertz (Hz), the number of times per second the wave goes up and down: the higher the frequency the higher the tone. The author’s “A” is close to the musical A at 440 Hz: the musical tone has the wave oscillate 440 times per second.  Amplitude describes how loud the sound is at any given time: the above “A” sound starts out quiet, rapidly rises to a peak and then gradually falls off.
Computers can’t handle information in this “analog” format: computers can handle only a series of numbers.  Computer sound programs like Audacity digitize these waves.  This is basically the same as graphing: the graph above shows amplitude vs. time, so just read off the amplitude every “x” amount of time: 0, 1, -1, 2, 1, 0, -1, -2…  This is known as taking a series of samples, or sampling.
So how often do you have to take a sample?  CDs sample the wave 44,100 times per second (the sampling rate) to make sure that every bit of sound within human hearing can be stored on a CD.  If you reduce the sampling rate, you eventually begin to lose the higher frequency pitches: in general, you have to sample twice as fast as the highest tone you want to produce: 44,100 times per second means that CDs can record sounds up to 22,050 Hz.  Most humans can’t hear beyond ~20,000 Hz, and if you’ve listened to a lot of loud music chances are your hearing is much worse than that.

If you want good music reproduction, you need frequencies this high.  However, for just voice, it’s nowhere near as important.  You can remove all frequencies above 10,000Hz and barely notice the difference in recorded speech.  Why would you want to do this?  Because it saves space: if you want the files you make to be easily downloadable you want them to be as small as possible.  If you only have to sample half as often (22,050 samples/second) you only record frequencies up to 11,025 Hz but you halve the size of the file.

You can make a similar tradeoff with stereo and mono.  By default, Audacity will edit files in stereo sound, which is actually two separate tracks.  Voice is no worse in mono: another cut in half of the file size.

Finally, you can take advantage of some tricks in the way humans hear noises.  For example, if you’re listening to a concert and you hear a cymbal crash, you probably didn’t notice a quiet violin playing at the same time, so you don’t really need to keep the sound made by the violin.  This is one of the tricks that MP3 compression uses to throw away data while still sounding good.

[image: image2.jpg]Project rate: 44100



Recording a sound: To begin, start up Audacity.  You will see an application start with a blank screen: no sound is yet loaded.  By default, Audacity starts a project at 44100  samples/second.  You can change this with the small “Project rate:” button at the lower left of the window.
44100 samples/second is CD resolution: you should never have to go higher unless you’re recording dog whistles.  (And unless you have both a microphone and speakers far, far better than anything sold in BestBuy you won’t be able to record or reproduce it anyway.)  Change this to 22,050 for now: this will give quite adequate resolution for speech. 
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In the upper left are a series of buttons like those on a VCR: record is the red circle.  Click the record button and speak into the microphone.  Try to speak clearly with your mouth a reasonable distance from the microphone. Microphones have a maximum loudness that they can record.  Going over that limit will cause the audio to clip, where the microphone or program can’t handle the volume of input and will distort the sound badly.  Once you are finished speaking, click the stop button (square) and the program will display the newly captured sound file.

Playing the file: Click the play button (triangle) and the file will play back.  The black triangle will show you what part of the file the program is playing back.  Clicking anywhere on the file will move the playhead (the blinking black line) to a specific point in the file: clicking play will then start playback at the point you’ve selected.
Trimming garbage: Chances are that you have a bunch of stuff at the beginning and end of the sound file that you don’t want: extra silence, the sounds of the mike being moved, etc.  To delete this, click on the selection tool (the I-beam in the upper left of the control window), then click and drag over the part of the wave you want to delete: it will become highlighted.  If you are working with a file in stereo, you can select both left and right channels at once by click+drag on the bar separating the two waveforms, or you can select either left or right by click+drag over the one you want.  Press the delete key on your keyboard and that part of the sound is gone.   

Wait: I didn’t want that to go away!  Edit->Undo is your friend.  However, the program only saves a limited amount of undo information: don’t expect to be able to go back ten steps and repair damage done a while ago.

Adjusting the amplitude: Ideally, you’d like all of your sound files to play back at the same volume even if they were recorded at different levels.  The fastest way to do this is by selecting the entire file by Edit->Select All and then adjusting the amplitude of the wave by Effect->Amplifiy.  Make sure the box marked “Don’t allow clipping” is selected: if you’ve done this, amplify will adjust the loudest parts of the file to 100% volume and rescale the rest of it to match. (This process is known as normalizing.) Normalizing won’t really help if the sound file is all very soft (you’ll pick up too much noise) or if it’s too loud: it’s better to go back and rerecord.

Adding some silence:  You may want to draw out the file in places.  Audacity can generate passages of silence: simply move the playhead to the point where you want the silence and select Edit->Insert Silence, then fill in how much silence you want.

Mixing and matching sound files: You can create a new sound file out of a number of original ones: this might be helpful if part of your recording didn’t come out well on one take but it did on another.  To mix and match, create a new sound project with File->New, and select the same sampling rate as your originals.  In the new project choose Project->New Audio Track to create a new, blank audio track.   Go back to the file you want the first part from, select the part of the file you want by click+drag, then copy it with Edit->Copy.  Go to your new file and Edit->Paste and the part you wanted will appear.  Copy the part of the second file, go back to the new file, place the playhead where you want the second part to appear (Probably the beginning or the end) and paste.  Now you have a file made up of parts of two others.

Output: Audacity offers a large number of possible ways to store your files.  There are two basic types of output files: lossy (MP3, OGG and similar) and non-lossy (WAV, AU, etc)  Lossy files throw away information when you save them: the above example of MP3 throwing away quiet sounds during a cymbal crash is a good example.  Once saved in a lossy format, the original sound details are gone and you can’t get them back.

Look under the File menu and you will see options to export to WAV, MP3 and OGG as well as a standard save.  If you want any other program to read your sound file, you’ll have to export: nothing else out there can read Audacity save files.  For most basic stuff MP3 export will do fine.  Simply select File->Export as MP3 and give the file a name.
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Figuring out where words are in the file:  If you are creating “reader rabbit” apps with Flash, you’ll need to know how long it takes to speak certain words.  All you have to do is move the playhead to a word break (Usually, but not always a place where the amplitude of the wave dips down) and look at the bottom of the window: Audacity will give you the exact time.  For example, the wave for the demo “Hello There” file is shown above: the break between words occurs in the flat region between the two wavy areas.  Place the selection cursor between these words and check the bottom of the screen to see the timing.
If you have a long sound file, it may be too compress to easily see the breaks.  Click on the magnifiying glass tool in the control window and click on the part of the wave where you want to zoom in.  To zoom out, hold down the shift key and click.  (Note: the program claims right-click will zoom out: this doesn’t seem to work.)  Use the slider at the bottom of the screen to move back and forth if parts of the sound file don’t show on the screen.

A final note about Aduacity and the GPL: Audacity is licensed under the GNU Public License (GPL).  You are free to do almost anything with the software, including make copies for friends, give it away and even modify it to do whatever you want if you are a good enough programmer.  About the only things you can’t do are to give it away/sell it and claim it’s your own.  A (windows) copy of the program is located on the Mac-PC share under the Audacity folder, along with a file you’ll need to do MP3 export.  You can also download a copy for Unix/MacOS9/MacOSX from http://audacity.sourceforge.net/
